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Abstract

Frequent itemsets mining is a popular framework for pat-
tern discovery. In this framework, given a database of cus-
tomer transactions, the task is to unearth all patterns in
the form of sets of items appearing in a sizable number of
transactions. We present a class of models called Itemset
Generating Models (or IGMs) that can be used to formally
connect the process of frequent itemsets discovery with the
learning of generative models. IGMs are specified using
simple probability mass functions (over the space of trans-
actions), peaked at specific sets of items and uniform every-
where else. Under such a connection, it is possible to rig-
orously associate higher frequency patterns with generative
models that have greater data likelihoods. This enables a
generative model-learning interpretation of frequent item-
sets mining. More importantly, it facilitates a statistical
significance test which prescribes the minimum frequency
needed for a pattern to be considered interesting. We illus-
trate the effectiveness of our analysis through experiments
on standard benchmark data sets.

1 Introduction

Frequent itemsets mining [1] is a popular framework for
pattern discovery. Consider a collection of transactions in
a grocery store. Each transaction comprises items bought
during one visit by a customer to the store. The problem is
to discover popular buying patterns (in the form of groups
of items frequently bought together in a transaction). The
patterns are referred to as itemsets and the task is to effi-
ciently discover all frequent itemsets in the data. Although
originally proposed as a technique for market basket analy-
sis [1], the idea of discovering frequent itemsets (and us-

ing these to deduce so-called association rules) has since
gained wide applicability [7] in many different application
domains, ranging from biology [3] to remote sensing [4].

This paper presents a formal connection between fre-
quent itemsets mining and learning of generative models
for the data in the form of simple probability mass functions
over the space of transactions. We define a class of models
called Itemset Generating Models (or IGMs). Each IGM
generates transactions by embedding a specific itemset (or
pattern) in a transaction according to a probability distribu-
tion that is peaked at the pattern in question, and is uniform
everywhere else. In this manner, each itemset is associated
with a specific IGM. We then prove that given any two item-
sets, the IGM associated with the more frequent itemset is
the one more likely to generate the database of transactions.
This rigorous connection between itemsets and IGMs has
interesting consequences. First, it allows for a generative
model-learning interpretation of the frequent itemsets min-
ing process. Second, it facilitates a formal statistical sig-
nificance test, which prescribes, the minimum frequency
needed in order to regard an itemset as significant for a
given error probability. This is useful because frequency
threshold is a user-defined parameter that can be very hard
to fix in typical applications. Simulation experiments show
that our theoretically motivated frequency thresholds areef-
fective in discovering patterns embedded in the data.

In general, connecting pattern discovery frameworks
with generative model-learning is a useful idea. There is a
growing need for unified frameworks in data mining [11]
that can simultaneously exploit efficient counting proce-
dures in pattern discovery (that typically have a combina-
torial flavor) with the rigorous statistical basis of generative
model-learning. Motivated by such considerations, in [9],a
formal connection was established between pattern discov-
ery and model-learning in the context oftemporaldata min-
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ing. The ideas presented in this paper have a similar flavor,
applied to the frequent itemsets framework in (unordered)
transaction databases.

The rest of the paper is organized as follows. Sec. 2
provides a brief introduction to frequent itemsets discovery.
Sec. 3 defines Itemsets Generating Models and presents the
main results of the paper. The generative model-learning
interpretation is discussed in Sec. 4. Sec. 5 describes the
statistical significance test for itemsets. Simulation exper-
iments are described in Sec. 6 and Sec. 7 presents conclu-
sions.

2 Frequent itemsets framework

We first present some background on frequent itemsets
mining. Let D = {T1, . . . , TK} be a database of (un-
ordered) customer transactions at a store. Eachtransaction,
sayTi, is a collection of items purchased by a customer in
one visit to the store. A non-empty set of items is called an
itemset. An itemset is denoted asα = (A1, A2, . . . , AN ),
where eachAj is an item (or symbol) from some finite al-
phabet, sayA. Sinceα hasN items, it is referred to as
an N -itemset. Trivially, each transaction in the database
is an itemset. However, an arbitrary itemset may or may
not be contained in a given transaction,Ti. The frequency
of an itemset is the number of transactions inD that con-
tain it. An itemset whose frequency exceeds a user-defined
threshold is referred to as a frequent itemset. These frequent
itemsets are the patterns of interest in the problem.

The brute force method of determining frequencies for
all possible itemsets (of sizeN , for variousN ) is a com-
binatorially explosive exercise and is not feasible in large
databases (which is typically the case in data mining). The
Apriori algorithm [1, 2] exploits the following simple but
useful principle (known as the anti-monotonicity principle):
if α andβ are itemsets such thatβ is a subset ofα, then the
frequency ofβ is greater than or equal to the frequency of
α. Thus, for an itemset to be frequent all its subsets must be
frequent as well. This gives an efficient level-wise search
for the frequent itemsets inD. The algorithm makes mul-
tiple passes over the data. Starting with 1-itemsets, every
pass discovers frequent itemsets of the next bigger size. Fre-
quent 1-itemsets obtained in the first pass are combined to
generate candidate 2-itemsets, and then, by counting their
frequencies (using a second pass over the data) frequent 2-
itemsets are found, and so on. Note that this kind of breadth-
first search of [1] is not the only algorithm available for
frequent itemsets mining. Over the years, many other al-
gorithms have been proposed for frequent itemsets mining
(e.g., see [8] for a comparison of several approaches). The
analysis we present is independent of the algorithm used for
frequent itemsets mining.

3 Itemset generating models

We now present our Itemset Generating Model (or IGM)
and establish the connection between learning these models
and discovering frequent itemsets.

3.1 Data likelihood under IGMs

LetA be an alphabet (i.e. a universal set of items) of size
M . Let α = (A1, . . . , AN ) be anN -itemset. The tuple,
T = (t1, . . . , t|T |), represents a transaction overA.

An Itemset Generating Model (or IGM) is specified as a
tuple,Λ = (α, θ), where,α ⊆ A, is anN -itemset, referred
to as the “pattern” of IGMΛ, and θ ∈ [0, 1], is referred
to as the “pattern probability” of IGMΛ. The class of all
IGMs, obtained by considering all possibleN -itemsets over
the alphabet,A, and by considering all possible pattern
probability values,θ ∈ [0, 1], is denoted byI.

The probability model according to which an IGM,Λ =
(α, θ), generates a transaction,T , is as follows: We refer
to (the power set)2α, as thepattern space, and to2ᾱ as
the noise space(ᾱ denotes the complement ofα, i.e.,A \
α). The space of all possible transactions is2A, which is
the Cartesian product(2α × 2ᾱ). The IGM generates two
itemsets, denotedT (α) ∈ 2α andT (ᾱ) ∈ 2ᾱ, independent
of each other, and according to the following probability
mass functions:

T (α) =

{

α wp θ

α′ ( α wp
(

1−θ
2N−1

) (1)

T (ᾱ) = α′′ ⊆ ᾱ wp
(

1
2M−N

)

(2)

Then, the full transaction,T , is generated asT = T (α) ∪
T (ᾱ). We can think ofT (α) andT (ᾱ) as the corresponding
projections ofT on the pattern space and noise space ofΛ.
Eq. (1) is a probability mass function over2α (or pattern
space), that is peaked atT (α) = α (so long asθ > ( 1

2 )N )
and is uniform everywhere else, and Eq. (2) is a uniform
probability distribution over2ᾱ (or noise space). Moreover,
T (α) andT (ᾱ) are independent of each other, and so, for
θ ∈ (0, 1), the probability ofT = T (α) ∪ T (ᾱ), underΛ,
can be written as:

P [T | Λ] = P [T (α) | Λ] × P [T (ᾱ) | Λ]

= θzα(T )

(

1 − θ

2N − 1

)1−zα(T ) (

1

2M−N

)

(3)

where,zα(·) indicates set containment:zα(T ) = 1, if α ⊆
T , andzα(T ) = 0, otherwise.

Example 1. A = {A,B, . . . , Z} is an alphabet of size
M = 26. α = (A,B,C) is a 3-itemset overA. An IGM
Λ = (α, θ), partitionsA into{A,B,C} andA\{A,B,C}.
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Λ generatesT (α) ⊂ {A,B,C} according to Eq. (1)
(which is peaked atT (α) = (A,B,C) if θ ∈ ( 1

23 , 1))
and generatesT (ᾱ) according to Eq. (2) (which is uni-
form over2A\{A,B,C}). If θ ∈ (0, 1), the probability for
T = T (α) ∪ T (ᾱ), underΛ, is given by Eq. (3).

There is a minor technical difficulty in the use of Eq. (3)
for the two extreme cases ofθ = 0 andθ = 1. Therefore, in
order to complete the description of the probability model
prescribed in Eqs. (1)–(2), we need to specify the expres-
sions forP [T | Λ] for these cases. Forθ = 0, we have

P [T | Λ] =

{ (

1
(2N−1)2M−N

)

if zα(T ) = 0

0 if zα(T ) = 1
(4)

Similarly, for the case,θ = 1, we have

P [T | Λ] =

{

0 if zα(T ) = 0
(

1
2M−N

)

if zα(T ) = 1
(5)

These extreme cases are of little interest from the point of
view of understanding the model, because they correspond
to two distinct (trivial) situations:T (α) = α in all transac-
tions that the model generates, andT (α) 6= α in all transac-
tions that the model generates. To simplify our discussion,
we first focus on the interesting case of0 < θ < 1, and
return to the extreme cases later.

An IGM can generate a database of transactions by draw-
ing iid samples according to Eq. (3). Intuitively, ifθ is large,
the IGM would generate data withα appearing in many
transactions. This makes IGMs a reasonable class of mod-
els to use for connections with frequent itemset mining. We
formalize these ideas in the subsections to follow.

Consider a database,D = {T1, . . . , TK}, of K transac-
tions. EachTi is a collection of items overA. Using Eq. (3),
the expression for likelihood ofD, under Λ = (α, θ),
θ ∈ (0, 1), is as follows:

P [D | Λ] =
K
∏

i=1

P [Ti | Λ]

= θfα

(

1 − θ

2N − 1

)K−fα
(

1

2

)K(M−N)

(6)

where,fα =
∑K

i=1 zα(Ti) is thefrequencyof α in D.

Example 2. Consider a database,D, of K = 5 trans-
actions over the same alphabet as inExample 1: 1)
T1 = (A,B,C,X, Y ), 2) T2 = (A,E, F,G), 3)
T3 = (C,U, V, Z), 4) T4 = (H, I, J) and 5) T5 =
(A,B,C,D,E). LetΛ = (α, θ), θ ∈ (0, 1), be the IGM de-
fined inExample 1. The itemsetα = (A,B,C) hasN = 3
and appears in 2 out of 5 transactions. So,fα = 2 and the
likelihood ofD underΛ (using Eq. (6)) is as follows:

P [D | Λ] = θ2

(

1 − θ

23 − 1

)5−2 (

1

2

)5(26−3)

3.2 Class of IGMs with a fixed θ

We now restrict our attention to IGMs with a fixed pat-
tern probabilityθ ∈ (0, 1). Later, in Sec. 3.3, we consider
the full class of IGMs with all possible values for the pattern
probability parameter.

Definition 1. The subclassIθ, is defined as the collection of
IGMs (out ofI) with a fixed pattern probability parameter
θ ∈ (0, 1).

Definition 2. Consider anN -itemset,α = (A1, . . . , AN )
(α ∈ 2A). The IGM associated with itemsetα is given by
Λα = (α, θ) ∈ Iθ.

Under this association between itemsets and IGMs, we
show that more frequent itemsets are associated with IGMs
having greater data likelihoods.

Theorem 1. LetD = {T1, . . . , TK} be a database of trans-
actions over alphabetA. Let α and β be twoN -itemsets
that occur inD, with frequenciesfα and fβ respectively.
Consider the class,Iθ, of IGMs withθ > ( 1

2N ), and letΛα

andΛβ be the corresponding IGMs (fromIθ) that are as-
sociated withα andβ according to Definition 2. Then we
have,P [D | Λα] > P [D | Λβ ] if and only iffα > fβ .

Proof. The likelihoods for the data,D, underΛα andΛβ ,
can be written using Eq. (6) as follows:

P [D | Λα] = θfα

(

1 − θ

2N − 1

)K−fα
(

1

2

)K(M−N)

P [D | Λβ ] = θfβ

(

1 − θ

2N − 1

)K−fβ
(

1

2

)K(M−N)

Therefore, we have:

P [D | Λα]

P [D | Λβ ]
=

[

θ

(

2N − 1

1 − θ

)]fα−fβ

(7)

Given θ > ( 1
2N ), and sinceN ≥ 1, this implies

[

θ
(

2N−1
1−θ

)]

> 1. From Eq. (7), we haveP [D | Λα]
P [D | Λβ ] > 1

if and only if fα > fβ .

It follows from Theorem 1that, if α is the most frequent
N -itemset inD, then for any otherN -itemset,β, the data
likelihoods underΛα and Λβ must obey: P [D | Λα] ≥
P [D | Λβ ]. This gives us the next theorem.

Theorem 2. Given a databaseD of transactions over an al-
phabetA, the maximum likelihood estimate over the class
of IGMs with θ > ( 1

2N ), given byIθ, is the IGM corre-
sponding to the most frequentN -itemset inD (with corre-
spondence as prescribed byDefinition 2).
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In other words, whenθ > ( 1
2N ), frequencies ofN -

itemsets inD are “sufficient statistics” for maximum likeli-
hood estimation over IGMs inIθ. For Iθ with θ < ( 1

2N ),
Theorems 1 & 2do not hold. Whenθ < ( 1

2N ), data like-
lihood decreaseswith increasing frequency of the corre-
spondingN -itemset. This is because, iffα > fβ in Eq. (7),

θ ≤ ( 1
2N ) will imply P [D | Λα]

P [D | Λβ ] ≤ 1. In particular, setting
fβ = 0, we get

P [D | Λα] ≤
(

1 − θ

2N − 1

)K (

1

2

)K(M−N)

.

The above upper bound is maximum atθ = 0.

Remark 1. Given a database,D, of K transactions over
alphabetA (of sizeM ) and an IGMΛ = (α, θ), with α of
sizeN andθ ≤ ( 1

2N ), we have

P [D | Λ] ≤
(

1

2N − 1

)K (

1

2

)K(M−N)

. (8)

Further, for large values ofN , this upper bound approaches
( 1
2M )K , which is simply the probability ofD when the trans-

actions are drawn iid according to a uniform distribution
over the whole of2A.

Remark 1 shows that IGMs withθ ≤ ( 1
2 )N cannot be

meaningfully associated with frequent itemsets. For the
itemset-IGM connection to be really useful, we now need
a way to estimateθ automatically from the data and asso-
ciate each itemset with an IGM from the full class,I, of
IGMs overA. This is considered next in Sec. 3.3.

3.3 The final itemsets-IGM association

Theorems 1 & 2provide formal justification for the
itemset-IGM correspondence ofDefinition 2, which only
considers IGMs with a fixed pattern probability parameter.
We now drop the fixed-θ constraint and seek an itemset-
IGM correspondence overI, the full class of IGMs.

Definition 3. Given anN -itemset,α = (A1, . . . , AN ), the
subclassI(α) is defined as the collection of all IGMs inI
of the formΛ = (α, θ), with θ ∈ [0, 1].

Clearly, IGMs inI(α) are the only reasonable candi-
dates (out ofI) for the final itemset-IGM association for
α. By consideringθ in the interval[0, 1], we have infinite
possibilities for such an association. Which of these will
make for a good itemset-IGM association? A natural choice
is one that maximizes likelihood of the data over all possi-
ble IGMs inI(α). Using Eq. (6), (and once again, by first
considering only the case ofθ ∈ (0, 1)), the log likelihood
under the IGMs is given by:

lα(θ) = fα log(θ) + (K − fα) log(1 − θ)

+

〈

terms constant
wrt θ

〉

(9)

Taking derivatives with respect toθ and equating to zero,
we getθ = (fα/K) as the unique maximizer oflα(θ) for
θ ∈ (0, 1). From Eqs. (4)-(5), both whenfα = K (i.e.
when all transactions inD containα), and whenfα = 0,
(fα/K) automatically maximizes the data likelihood forD
overI(α). Thus,(fα/K) is the unique maximizer forθ in
the closed interval[0, 1] as well. The IGM(α, fα/K), has
the highest likelihood forD, over the class,I(α), of IGMs
defined using theN -itemsetα. However,(fα/K), may or
may not be greater than(1/2N ). Based on all this, and
bearing in mindRemark 1, we prescribe the final itemset-
IGM association according to the following definition.

Definition 4. Consider anN -itemset,α = (A1, . . . , AN )
(α ∈ 2A). Let fα denote the frequency ofα in the given
database,D, ofK transactions. The itemsetα is associated
with the IGM,Λ = (α, θα), with θα = ( fα

K
), if ( fα

K
) >

( 1
2N ), and withθα = 0 otherwise.

Under this final itemset-IGM association ofDefinition 4,
the IGMs associated with different itemsets typically have
different pattern probability parameters. Is it still truethat
the data likelihood is higher for IGMs associated with item-
sets with higher frequencies? The answer to this question is
yes, and we state this property as our next theorem.

Theorem 3. LetD = {T1, . . . , TK} be a database of trans-
actions over the alphabetA. Letα andβ be twoN -itemsets
that occur inD, with frequenciesfα and fβ respectively.
Let Λα and Λβ be the corresponding IGMs (fromI) that
are associated withα and β according toDefinition 4.
If θα and θβ are both greater than( 1

2N ), then we have,
P [D | Λα] > P [D | Λβ ] if and only iffα > fβ .

Proof. First, let us consider the case when,θα, θβ ∈
( 1
2N , 1) (i.e., when neither of them is equal to 1). In this

case, we know thatθα is the unique maximizer oflα(θ)
(wherelα(θ) is the expression for log likelihood of the data
for IGMs in I(α) as given by Eq. (9)). This gives rise to the
following inequality:

P [D | Λα] = θfα
α

(

1 − θα

2N − 1

)K−fα
(

1

2

)K(M−N)

> θfα

β

(

1 − θβ

2N − 1

)K−fα
(

1

2

)K(M−N)

(10)

However, since it is also given thatθβ > ( 1
2N ), the follow-

ing inequality holds if and only iffα > fβ :

θfα

β

(

1 − θβ

2N − 1

)K−fα
(

1

2

)K(M−N)

> θ
fβ

β

(

1 − θβ

2N − 1

)K−fβ
(

1

2

)K(M−N)

(11)

= P [D | Λβ ]
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Putting together the inequalities in (10) and (11), we have
P [D | Λα] > P [D | Λβ ] if and only if fα > fβ , which
completes the proof for the case whenθα, θβ ∈ ( 1

2N , 1).
To complete the proof now, we need to finally consider

the (somewhat trivial) boundary cases whenθα = 1 and/or
θβ = 1. Now, if θβ = 1, we havefβ = K, which implies
that, neitherfα > fβ norP [D | Λα] > P [D | Λβ ] can hold,
becauseP [D | Λβ ] = (1

2 )K(M−N) ≥ P [D | Λα] for all N-
itemsetsα. Therefore, the only valid possibility left here is
the case whenθα = 1 andθβ ∈ ( 1

2N , 1), which implies,
fα = K and K

2N < fβ < K. In this caseP [D | Λα] =

( 1
2 )K(M−N), and it is easy to see thatP [D|Λα] > P [D|Λβ ]

if and only if fα > fβ .

Finally, just like Theorem 2followed from Theorem 1,
now, under the final itemset-IGM association ofDefini-
tion 4, Theorem 3gives rise toTheorem 4about maximum
likelihood estimation forD over the class,I, of all IGMs
(defined using patterns of sizeN ).

Theorem 4. Let D be a database of transactions over
alphabetA. Let α be the most frequentN -itemset in
D and let Λα = (α, θα) be the IGM corresponding
to α (as prescribed byDefinition 4). If P [D | Λα] >
(

1
2N−1

)K
(

1
2

)K(M−N)
, thenΛα is a maximum likelihood

estimate forD, over the class,I, of all IGMs.

Proof. The proof follows fromTheorem 3andRemark 1.

Since it is given thatP [D | Λα] >
(

1
2N−1

)K
(

1
2

)K(M−N)
,

from Remark 1this automatically impliesθα > ( 1
2N ). Now,

let X ⊂ 2A denote the collection of allN -itemsets over
A. The class of IGMsI, can be partitioned using the pat-
terns out ofX as follows: I = ∪β∈XI(β). For eachN -
itemset,β ∈ X , we know that the IGM defined by the tuple,
(β, fβ/K), has the highest likelihood forD, over the parti-
tion I(β) (See discussion that precedesDefinition 4). Thus,
if Λβ is set equal to(β, fβ/K) according toDefinition 4,
from Theorem 3(since it is given thatα is the most frequent
itemset, and since we know thatθα > ( 1

2N ) must hold), we
know that for allβ ∈ X such thatfβ > ( K

2N ):

P [D | Λα] > P [D | Λβ ]

≥ P [D | Λ] ∀Λ ∈ I(β).

Further, using the fact thatP [D | Λα] is greater than the
upper bound inRemark 1, even forβ ∈ X such thatfβ ≤
( K
2N ), we must haveP [D|Λα] > P [D|Λ] ∀Λ ∈ I(β). This

completes the proof ofTheorem 4.

To summarize, this section presents the theoretical con-
nections between itemsets and IGMs. First, in Sec. 3.2, we
consider a class of IGMsIθ with a fixed pattern probabil-
ity parameterθ. We show that among all the IGMs inIθ,

with θ > ( 1
2N ), the IGMs associated (according to Defini-

tion 2) with itemsets that have higher frequencies inD, have
higher data likelihoods. In fact, the IGM associated with the
most frequent itemset is a maximum likelihood estimate for
the data over the classIθ. Next, in Sec. 3.3, the fixed-θ
assumption of Sec. 3.2 is dropped, and the full classI of
IGMs (with all possible pattern probability values) is con-
sidered. The final association between itemsets and IGMs
is prescribed byDefinition 4, which fixes the pattern prob-
ability parameter of the IGM associated with an itemset,
based on its frequency in the data. This is the association
that we use in all our analysis. The main result connecting
itemsets and IGMs is given byTheorem 3, which states that
for sufficiently frequent itemsets (i.e. forN -itemsets with
frequencies greater than( K

2N )), more frequent itemsets are
associated with IGMs (inI) with greater data likelihoods.
This connection is tight, in the sense that under the con-
ditions ofTheorem 3, the itemset-IGM association ofDef-
inition 4 ensures that ordering with respect to frequencies
amongN -itemsets overA is preserved as ordering with re-
spect data likelihoods among IGMs inI. Finally, based on
Theorem 3andRemark 1we getTheorem 4, which states
that if the most frequent itemset is frequent enough, then it
is associated with an IGM which is a maximum likelihood
estimate for the data, over the full class,I, of IGMs.

The itemset-IGM connection presented in this section
has interesting consequences. First, we now have a genera-
tive model-learning interpretation of frequent itemsets dis-
covery. This aspect is described in Sec. 4. The second im-
portant consequence of our theoretical connection is the sta-
tistical significance test for itemsets discovered in the data.
This is described next in Sec. 5.

4 Generative model-learning interpretation

Generative model-learning and pattern discovery are two
broad categories of techniques in data mining [7]. Patterns
(e.g. frequent itemsets) describe local structures in the data
and make statements about a small number of variables or
data points. Generative models, on the other hand, tend to
characterize global structures that are applicable over the
entire database. In this paper, we have connected a class of
patterns (namely frequent itemsets) with a class of genera-
tive models (namely, the Itemset Generating Models). Each
IGM generates transactions by embedding its correspond-
ing itemset with a certain probability.Theorem 4states that
(under reasonable conditions), ifα1 is the most frequentN -
itemset, thenΛα1

is a maximum likelihood estimate for the
data (overI). A typical transaction database would con-
tain several transactions, where different transactions may
be generated by different IGMs.Λα1

, however, regards all
items other than those inα1 as noise. So we removeα1

from all transactions in the data that it appears in, and ob-
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tain the next most frequent itemset, sayα2, in the data. The
corresponding IGM,Λα2

, will now be an MLE for this re-
duced part of the data. Once again,Λα2

discards all items
outside ofα2 as noise. So, we next removeα2 from the
data, obtain the next most frequent itemset,α3, and so on.
In this manner, we can interpret frequent itemsets mining as
a generative model-learning exercise.

There is another interesting aspect to describing the data
using such generative models. Based on the itemsets-IGM
connections, it is possible to learn a mixture of IGMs for
the data. This will allow use of frequent itemsets mining
for problems involving classification and clustering within a
standard Bayes-theoretic framework. More work is needed
to resolve the details of these mixture models. However, one
can at least see that in principle our theoretical connections
can facilitate such modeling.

5 Statistical significance of frequent itemsets

There are many ways to define and measure significance
of itemsets and/or association rules. For example, in [13],a
chi-squared test of independence is used to assess correla-
tions among items, and, an itemset is marked significant, if
it meets both a minimum support criterion and a minimum
correlation criterion. In [10], similar chi-squared testsare
used for pruning and summarizing associations. Since chi-
squared tests typically rely on the normal approximation to
the binomial, in some situations, e.g. when the transactions
data is sparse, this approximation breaks down and the tests
become ineffective. In the context of text analysis, alterna-
tives based on likelihood ratio tests have been used [6] to
detect composite terms, domain-specific terms, etc. In [5],
a baseline frequency is defined for each itemset and the ratio
of actual-to-baseline frequencies is proposed as a measure
of significance. Bayes estimation (using a Poisson model
for the frequency count) is then used to reliably estimate this
ratio from samples of small sizes. For rules with quantita-
tive consequents, resampling-based permutation tests have
been used to deduce confidence intervals [15]. In [14],
union-type bounds are used to estimate probability of an
itemset under a random Bernoulli model. These bounds,
however, require both alphabet-size and itemset-size to be
sufficiently large, and this somewhat limits applicabilityof
the test. We adopt a different approach to assessing signif-
icance of itemsets based on generative models for transac-
tions in the form of IGMs.

To assess statistical significance of an itemset, we di-
rectly use the itemset-IGM connection and its properties
(derived in Sec. 3.3). The significance test of an item-
set compares data likelihood of the associated IGM against
likelihood under a random uniformly distributed model.
Setting this up in a hypothesis testing framework, yields for
a given level of the test (i.e. for a given probability of TypeI

error), a frequency threshold for frequent itemset discovery.
For lower probabilities of error, the test prescribes higher
frequency thresholds. The tight connections between item-
sets and IGMs, based on the theorems of Sec. 3, show that
IGMs are a good class of models for embedding patterns in
transactions. This is what also makes our significance test
reasonable, since the test tries to reject the hypothesis of
a randomiid model on the evidence ofat least one model
better than random chance.

Let D be a database ofK transactions (over alphabet
A of size M ). Let α = (A1, . . . , AN ) be anN -itemset
that occurs inD with frequencyfα(> 0). The IGM as-
sociated withα, according toDefinition 4, is denoted by
Λα = (α, θα), with θα = ( fα

K
) only if it is greater than

( 1
2N ); otherwise,θα = 0. We set up a likelihood ratio test

to compare an (alternate) hypothesisHα: D is generated by
the IGM Λα, against the (null) hypothesisH0: D is gener-
ated by a uniformly distributed randomiid model. Under
H0, data likelihood ofD is ( 1

2 )KM . The likelihood ratio
test rejects the null hypothesisH0 if

L(D) =
P [D | Hα]

P [D | H0]
> γ (12)

where,γ > 0 is a positive threshold obtained by fixing the
probability of Type I error (i.e. the probability of wrong re-
jection of null hypothesis). In (12),P [D|Hα] andP [D|H0]
denote the likelihoods under alternate and null hypotheses
respectively, andL(D) is thelikelihood ratiofor D.

Let us first consider the case whenDefinition 4 sets
θα = 0. From Eq. (4),P [T | Λα] = 0 for any trans-
actionT ∈ D that containsα. Thus,P [D | Hα] = 0 if
there is even one transaction inD that containsα. Since we
need a significance test only for itemsets that occur (at least
once), wheneverDefinition 4setsθα = 0, the correspond-
ing likelihood (under the alternate hypothesis) is given by
P [D | Hα] = 0. In such a case, we clearly cannot reject the
null hypothesis. So we only need to consider the case when
Definition 4setsθα > ( 1

2N ).
Whenθα > ( 1

2N ), from Eq. (6) and (12), the expression
for the likelihood ratio,L(D), can be written as

L(D) = θfα
α

(

1 − θα

2N − 1

)K−fα
(

1

2

)−KN

(13)

With θα > ( 1
2N ), the likelihood ratio strictly increases with

itemset frequency. This can be seen using inequalities(10)
and(11), in the proof ofTheorem 3. Monotonicity ofL(D)
with frequency of itemsets, allows use of an equivalent test,
with L1(D) = fα as the new test statistic:

if L1(D) = fα > Γ, rejectH0. (14)

ThresholdΓ for the above test is computed by fixing the
allowed probability,PFA of Type I error:

PFA = P [L1(D) > Γ | H0] (15)
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Let zi, i = 1, . . . ,K, be 0-1 random variables that each
indicate whether or notα appears in transactionTi. We
haveL1(D) = fα =

∑K
i=1 zi. Under the null hypothesis

H0, zi’s areiid with mean and variance as follows:

µ = EH0
[zi] =

(

1

2

)N

(16)

σ2 = EH0
[(zi − µ)2] = µ(1 − µ) (17)

For largeK, central limit theorem guarantees( fα−Kµ

σ
√

K
)

achieves the standard normal distribution. Probability of
Type I error (cf. Eq. (15)) is now computed using:

PFA = 1 − Φ

(

Γ − Kµ

σ
√

K

)

(18)

where,Φ(·) is the cumulative distribution function (cdf) of
the standard normal random variable.

The procedure for assessing statistical significance of an
N -itemset,α, is as follows: Choose the allowed level, say
ǫ, of Type I error. SinceK andN are known, computeΓ
using Eq. (18) and the standard normal tables:

Γ =
K

2N
+

√

(

K

2N

) (

1 − 1

2N

)

Φ−1(1 − ǫ) (19)

Then, reject the null hypothesis,H0 (i.e. declareα as sig-
nificant), if fα > Γ.

There is no need to explicitly check whetherθα > ( 1
2N ),

before applying the test of significance for anN -itemset
α. This is because, from Eq. (19), forǫ = 0.5, we obtain
Γ = ( K

2N ), andΓ increases for lower values ofǫ. Hence,
provided that we choose a level of the test less than0.5
(which is very reasonable), the test automatically demands
a frequency greater thanK

2N (and this corresponds to the
region,θα > 1

2N , in which all our theorems operate).
Note that we now have a size-dependent frequency

threshold for itemsets (with smaller itemsets requiring
larger frequencies to be regarded as significant). Also note
that, for typical values ofN andK (i.e. with K ≫ N ),
Γ changes very little over0 < ǫ ≤ 0.5. This is because,
( K
2N ) dominates the expression forΓ in Eq. (19). This al-

lows for automatically fixing the threshold forN -itemsets
at ( K

2N ). Sometimes, we may want to use higher thresholds
(corresponding to very smallǫ values), but in the absence
of any information about the data,( K

2N ) is a very good ini-
tial threshold to try. Simulation experiments on real and
synthetic data (cf. Sec. 6) show that these thresholds are ef-
fective in detecting the patterns embedded in the data.

6 Experimental results

This section presents results obtained on some publicly
available benchmark data sets as well as on proprietary data
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Figure 1. Percentage of embedded patterns
found significant in synthetic data with vary-
ing numbers of embedded patterns. Number
of transactions is 100K, average transaction
length is 20, number of items is 1K and av-
erage size of embedded patterns is 7. Num-
ber of embedded patterns is varied from 10 to
100.

obtained from attack graphs produced by the Netra [12]
configuration analysis tool. The benchmark data sets in-
clude synthetic data from IBM Almaden Quest group’s data
generator and some UCI data sets (prepared for frequent
itemsets mining by Roberto Bayardo)1. The goal of our ex-
periments is to illustrate utility of our theoretical connec-
tions in the frequent itemsets mining process. To this end,
synthetic data from IBM Quest is particularly useful, since
we can vary data generation parameters and assess perfor-
mance by checking if the patterns embedded by the data
generator are indeed discovered during the mining process.
In case of other data sets, since there can be no ground
truth of “embedded patterns”, we present summary results
to show the relevance of our models. In our experiments,
we used the Apriori algorithm for frequent itemsets mining
(However, note that our analysis using IGMs is independent
of the algorithm used. The theoretical connections and sig-
nificance tests are relevant for any algorithm that discovers
frequent itemsets in the data).

The first experiment illustrates effectiveness of our the-
oretically motivated frequency thresholds. We run the fre-
quent itemsets mining algorithm on several synthetic data
sets (generated using the IBM Quest data generator for dif-

1The IBM synthetic data generator was obtained from
http://www.almaden.ibm.com/cs/projects/iis. The two UCI data sets
were obtained from the Frequent Itemsets Mining Implementations
Repository at http://fimi.cs.helsinki.fi/data.
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Figure 2. Percentage of embedded patterns
found significant in synthetic data with vary-
ing sizes of embedded patterns. Number
of transactions is 100K, average transaction
length is 20, number of items is 1K and num-
ber of embedded patterns is 25. Average size
of embedded patterns is varied from 5 to 15.

ferent parameter values). Each data set is associated with
a collection of patterns that the generator used as potential
“correlations to embed” during the data generation process
(Here, we refer to these correlations asembedded patterns).
We now ask whether these patterns come up assignificant
patternsaccording to our significance test of Sec. 5. We
consider anN -itemset as significant (in a data set ofK
transactions) if its frequency exceeds( K

2N ).
Fig. 1 plots the percentage of embedded patterns found

significant as a function of the number of embedded pat-
terns in different synthetic data sets. Each data set contains
100K transactions, with an average transaction length of 20
over an alphabet of 1000 items, with average length of em-
bedded patterns set to 7. To study the effect of number of
embedded patterns, we generate several synthetic data sets
by varying the number of embedded patterns between 10
and 100. The plot shows that a very high percentage of em-
bedded patterns is always found significant by our analy-
sis. For smaller numbers of embedded patterns (less than
50) all (i.e. 100% of) embedded patterns are significant.
As the number of embedded patterns approaches 100 this
percentages decreases to 82%. This is natural, since, when
the number of embedded patterns increases, on the average,
the frequencies of individual patterns have to decrease. The
mixing proportions that IBM Quest data generator assigns
to patterns are drawn iid according to an exponential dis-
tribution with the same parameter for all sizes of patterns
[1]. Thus, small-size patterns associated with low mixing
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Figure 3. Number of frequent 2 & 3-itemsets
versus frequency threshold in IBM Questsyn-
thetic data (Number of transactions is 100K,
average transaction length is 15, number of
items is 1K, average size of embedded pat-
terns is 10 and number of embedded patterns
is 10). The vertical lines indicate theoreti-
cal frequency thresholds, namely, ( 1

22 ) for 2-
itemsets & ( 1

23 ) for 3-itemsets. The graph for
3-itemsets meets Y-axis at 3197.

proportions are the ones most susceptible to being missed
by our significance test. For example, in the experiment
of Fig. 1, if we ignored 2-size patterns, the percentage of
embedded patterns passing our significance test was con-
sistently above 95%. Fig. 2 shows a similar plot obtained
when varying the average size of embedded patterns. Once
again, we note that a very high percentage of embedded pat-
terns are consistently discovered as significant. Similar re-
sults were obtained when we studied the effect of varying
number of transactions, average length of transactions, and
number of items as well.

Note that the IBM synthetic data generation model [1]
is quite different from our IGMs. Despite this, our sig-
nificance test based on IGMs is able to reliably detect the
patterns embedded in the synthetic data. This, in a sense,
lends empirical strength to our choice of significance test
for itemsets (where an alternate hypothesis of an IGM gen-
erating the data is opposed to the null hypothesis of a ran-
dom uniformiid model).

In a second experiment, we varied frequency threshold
over a range, and, for each case, recorded the number of
frequentN -itemsets discovered, for different sizes,N , of
itemsets. Imagine a data set in which no specific patterns
are embedded (or equivalently, a data set in which all pat-
terns are equally likely to appear in the transactions). In
such a case, all 2-size (or 3-size) patterns would have very
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Figure 4. Number of frequent 2 & 3-itemsets
versus frequency threshold in Chess data-
base. The vertical lines indicate theoreti-
cal frequency thresholds, namely, ( 1

22 ) for 2-
itemsets & ( 1

23 ) for 3-itemsets. The graph for
3-itemsets meets Y-axis at 42212.

low (and also very similar) frequencies. Thus, very low fre-
quency thresholds would lead to a combinatorial explosion
of frequent itemsets. This would continue to be the case
even as the threshold is increased until a critical point, be-
yond which, no pattern would be frequent (since the data
is inherently random). Even for data sets in which specific
patterns are embedded, the behavior would be very similar
for low thresholds, but as the threshold is increased, only
the specific patterns embedded in the data would remain
frequent. So, a graph of the number of frequent itemsets
versus the frequency threshold would “level-off” for larger
frequency thresholds.

Figs. 3-6 plot the number of frequent 2 & 3-itemsets
discovered under various frequency thresholds for 4 data
sets: one synthetic data using the IBM Quest data genera-
tor (with 100K transactions, average transaction length of
15, average pattern length of 10, 1000 items and 10 em-
bedded patterns), chess and mushroom UCI data sets, and
one proprietary data set from Netra. Theoretical thresholds
are indicated by vertical lines. The graphs show that for
very low threshold values, almost all possible frequent 2
and 3-itemsets become frequent. We note that this number
is different for different data sets, since the number of fre-
quent items (or 1-itemsets) is different in each case. As the
threshold increases, the number of frequent 2-itemsets and
3-itemsets decrease, and the plots tend to level-off beyond
the theoretical thresholds. In case of the IBM data sets, sim-
ilar plots were obtained when the parameters of data gener-
ation were varied as earlier. We also expect to obtain simi-
lar graphs for itemsets of bigger sizes as well (Note that it is
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Figure 5. Number of frequent 2 & 3-itemsets
versus frequency threshold in Mushroomdata-
base. The vertical lines indicate theoreti-
cal frequency thresholds, namely, ( 1

22 ) for 2-
itemsets & ( 1

23 ) for 3-itemsets. The graph for
3-itemsets meets Y-axis at 28416.

difficult to carry out this experiment for larger sizes of item-
sets due to an overwhelming number of candidates at lower
thresholds, although earlier experiments on IBM data sets
showed that our own thresholds always detect larger size
patterns embedded in the data without any problem).

6.1 Discussion

In general, setting the frequency threshold for frequent
itemsets mining can be a tricky exercise. The plots in
Figs. 3-6 bear evidence to the fact that, while a low thresh-
old might lead to a combinatorial explosion of the number
of patterns, a higher threshold might miss significant pat-
terns present in the data. Our significance test based on the
itemsets-IGM connections help alleviate this problem. The
key feature of our significance test is the size-dependent fre-
quency thresholds for itemsets. If we want to discover fre-
quent itemsets up to sizeN (in data withK transactions) we
use( K

2N ) as the threshold for the mining process. However,
anl-itemset (withl < N ) discovered as frequent according
to the( K

2N ) threshold isnotconsidered interesting unless its
frequency exceeds(K

2l ). Our experiments show that, using
these theoretically motivated thresholds, we can expect to
avoid detecting most of the noisy patterns and identify only
those correlations that are stronger than random chance.

7 Conclusions

In this paper, we presented a theoretical connection be-
tween the process of frequent itemset discovery and learn-
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Figure 6. Number of frequent 2 & 3-itemsets
versus frequency threshold in Netradata. The
vertical lines indicate theoretical frequency
thresholds, namely, ( 1

22 ) for 2-itemsets & ( 1
23 )

for 3-itemsets.

ing of generative models. We proposed a class of genera-
tive models called Itemset Generating Models (or IGMs),
and associated each itemset with a unique IGM from this
class. We established a connection between data likelihood
under the IGM and frequency of the associated itemset (ob-
tained using any standard itemsets mining algorithm) and
showed that frequency ordering among itemsets (of a given
size) is preserved as likelihood ordering among the associ-
ated IGMs. Under reasonable conditions, frequency of an
itemset is a sufficient statistic for maximum likelihood esti-
mation over the class of IGMs. This gives us a generative
model-learning interpretation of frequent itemsets mining.
Another advantage of our itemset-IGM connections is the
significance test for itemsets that uses just the frequencies
of itemsets as test statistics. The test leads to size-dependent
frequency thresholds for itemsets, with smaller itemsets re-
quiring greater frequencies to be considered significant. We
experimentally validated our analysis both on benchmark as
well as proprietary data sets.

There are many other aspects of the itemsets-IGM con-
nection that would be worthwhile investigating further. One
is the learning of a mixture model for the data in the form of
a convex combination of IGMs. Such a model would open
up possibilities for use of frequent itemsets in classification
and clustering applications within the standard Bayes deci-
sion theory framework. Another interesting possibility isto
modify the significance test to incorporate the simultaneous
assessment of significance of (not one but) a set of item-
sets. This can lead to more reliable detection of significant
patterns at considerably lower frequencies. We will address
some of these aspects in our future work.
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